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Abstract

Spectre attacks exploit speculative execution to leak secret information through microar-
chitectural side-channels. Comprehensive mitigations typically incur significant perfor-
mance impact or hardware overhead, so mone has been widely adopted in commercial
CPUs. We find that Speculative Taint Tracking (STT), a leading Spectre mitigation,
introduces a high performance cost in long-running loops with access-transmit sequences
and slow-to-resolve branches. We find that the resulting stalls are concentrated in a small
number of static instructions, which access only a few memory objects. Based on this
insight, we propose STTHint, an efficient mechanism to accelerate STT by enabling ap-
plication programmers and compiler writers to hint safe memory objects to the hardware,
recovering smooth speculative execution of instructions that transmit data held in these
safe regions. Compared to SSMR, a similar approach, STTHint incurs lower hardware
overhead, reducing the number of bits stored by 77.73%. Our experiments show that
STTHint reduces the performance degradation of STT from an average of 47.22% down
to 2.80% over the GAP benchmark suite.
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Chapter 1

Introduction

Spectre [1], discovered in 2018, is an attack against modern CPUs. Modern processors
predict control-flow outcomes before they are known, so instructions execute specula-
tively instead of stalling [2]. This is known as speculative execution [3], and mispredicted
instructions are transient. To maintain program correctness, transient instructions are
later squashed (discarded), and their results are not committed to the architectural
state [4]. However, transient instructions can still permanently modify microarchitec-
tural state such as caches, and these traces are observable by an attacker [5, 6]. Such
inadvertent information channels are known as side-channels [7], enabling attackers to
infer secrets that the processor speculatively accessed, even when that information could
never have been legitimately read on the correct execution path [1, §].

e Attacker times

Victim code Cache each B[i-4096]
0 Attacker mistrains branch predictor = taken empty 0 ;
if (x < size) {  branch: slow to resolve empty |1
”””””””””””””””””””””””””””””” 1 empty 2
accessor: x out of bound |
= s = secret empty | 4 |
e transmitter: secret _/—> cached | 5 |l fast!
y = B[s*4096] ; ;
picks a cache line empty 6 i
,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,, ‘ empty 7
transient: executed, then squashed
b hit | miss  time

o Branch resolves = squash: misspeculated work is discarded, Only line 5 is fast

but the cache line remains, and is observable. = the secretiss = 5

Figure 1.1: Deriving a transiently transmitted secret by timing cache accesses.

Before Spectre, side-channel leakage exposes memory access patterns and a limited sub-
set of memory data [9]. However, a Spectre attack may misdirect speculative execution to
access and transmit arbitrary memory locations. Figure 1.1 details an example Spectre
attack. Therefore, numerous Spectre mitigations have been established [10, 11, 12, 13, 14,
15, 16, 17, 18, 19, 20, 21, 22, 23, 24, 25]. Unfortunately, these works introduce significant
trade-offs in performance cost [11, 13, 21, 19, 23, 10], hardware overhead [11, 16, 22, 17]
or limited coverage of Spectre variants and side-channels [11, 12, 13, 18, 23, 20, 22, 24].
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Therefore, no single, comprehensive defence has been widely adopted for commercial
CPUs.

Amongst these, Speculative Taint Tracking (STT) [10] is widely regarded as the state-of-
the-art mitigation [16, 14, 17, 26]. STT performs information flow tracking of transient
data by propagating a taint bit through dependencies, and STT stalls any tainted in-
struction capable of transient leakage until its taint source is no longer speculative.
Unlike other approaches, STT does not use expensive buffers to track transient state,
and STT is a comprehensive defence against the Spectre threat model [10]. STT can be
efficient over some workloads: the authors of STT [10] report an average performance
degradation of 8.5% for their selected SPEC2006 [27] and PARSEC [28] benchmarks.
However, since STT lies only at the hardware level, it lacks semantic knowledge of the
program state. There is no way for the hardware to decide whether a load is accessing
a legitimate memory object or somewhere out of bounds. Thus, all speculative loads
are conservatively treated as secret-accessing, creating a high performance degradation
of STT over many workloads [10, 16, 17, 15] (also see Chapter 4).

A deeper analysis into the performance cost of STT is therefore necessary to motivate
optimisations. We find that over GAP [29] and PARSEC [28] benchmarks, most of STT’s
performance costs are concentrated in a small number of static instructions, which only
access a few memory objects (e.g. arrays). This implies that loads to most memory
objects do not significantly degrade performance, and optimising them yields limited
benefits. Furthermore, we find that these performance-degrading code patterns, which
we call taint-critical regions (TCRs), meet a common set of criteria (Section 4.2.2). This
motivates STTHint, a way to accelerate STT by enabling the software stack to com-
municate safe memory objects frequently accessed in TCRs to the hardware. As a result
of our analysis, STTHint incurs lower hardware overhead than SSMR (Speculation-Safe
Memory Regions) [16], a similar approach that statically detects safe memory objects
and communicates them to the hardware. Our core contributions are as follows:

1. Profiling STT: We analytically and experimentally profile STT’s performance
cost, which we model using a set of criteria (Chapter 4).

2. Accelerating STT: Based on the above insights, we propose STTHint, a novel
mechanism which accelerates STT over TCRs by hinting safe memory objects to
the hardware. To facilitate hinting, we introduce the hint buffer and hint predictor
(Chapter 5).

3. Evaluating STTHint: We empirically evaluate STTHint (Chapter 6), and dis-
cuss the limitations of STTHint while motivating future work (Chapter 7).

Over GAP workloads, we find that STT incurs a performance degradation of 47.22%.
When hints are inserted correctly, STTHint incurs a performance degradation of 2.80%.
Furthermore, STTHint falls back to STT when executing unhinted programs, so security-
critical dependencies that are not performance-critical do not need to be editted and
recompiled to remain secure.



Chapter 2

Background

This chapter first explains speculative execution, the underlying vulnerability of Spectre.
We then discuss how Spectre attacks can be perpetrated. Finally, we explain Speculative
Taint Tracking, a leading defence against Spectre and related attacks, from which this
work extends.

2.1 Speculative Execution

This section establishes the vulnerability that makes Spectre attacks possible: specula-
tive execution.

2.1.1 Program Execution

To facilitate program execution, a CPU exposes semantics and encodings of instructions
to the software, called the Instruction Set Architecture (ISA) [30]. A load instruction
reads a value from memory into a register, and a store instruction writes a register
value to memory, and a branch redirects control flow by changing the program counter
(PC), which holds the address of the next instruction to fetch and is incremented by
default. Instruction encoded in program memory are known as static instructions, the
dynamic instances of which, fetched into the CPU are known as dynamic instructions.
The instruction PC of a dynamic instruction is the address of its corresponding static
instruction. The hardware hides the complex processing logic, exposing only register
values and the memory to the software, collectively known as the architectural state

2.1.2 Speculative Execution

Modern processors use speculative execution [3, 2] to maximise performance. When a
CPU encounters an unresolved branch instruction, it uses a branch predictor to predict
whether the branch will be taken, and executes ahead based on this prediction. When a
misprediction occurs, the speculatively executed instructions are squashed, which means
that the speculative results are not committed to the architectural state, ensuring the



2 Background

correctness of the program. Usual CPU workloads exhibit predictable control flow, which
means that prediction accuracy is high in branch predictors [31], allowing the processor
to make useful progress even when the execution path is unknown.

2.1.3 Out-of-Order Engine

To further improve performance, the out-of-order (OoO) engine overlaps cycles stalled
due to unresolved dependencies by executing instructions that are ready [32, 2]. This
implies that instructions may execute out-of-order. Instructions fetched from memory
are dispatched into reservation stations [32] until their source operands become available,
at which point they are issued for execution. To facilitate this, the CPU frontend
renames architectural registers (registers in the architectural state) to physical registers,
effectively tracking an update history of architectural registers [2]. When instructions
retire, the physical registers are committed to the architectural state. In the event of
misspeculation, register renaming enables the processor to preserve an accurate version
of each architectural register corresponding to the point in which the misspeculation
occurs. Furthermore, processors use the Reorder Buffer (ROB) [2] to keep track of
instructions in program order, which is a circular queue, where younger instructions are
dispatched in program order to the tail of the ROB, OoO execution then takes place,
and older instructions commit to the architectural state from the head of the ROB in
program order. The ROB facilitates precise exception handling, OoO execution and
accurate squashing of misspeculated work.

2.1.4 The Cache Hierarchy

Because access to main memory (DRAM) is slow, a multi-level cache hierarchy is used
to keep frequently accessed data close to the CPU [2]. This is usually implemented
at three levels: L1, L2, and L3, and each cache entry (known as a cache line) holds a
region of contiguous data copied from memory. These caches are implemented using the
faster static random-access memory (SRAM). When an access to the cache hierarchy
completes, the cache line containing the requested data is brought to each level that
missed [33].

Due to the variability in access latencies of cache hits and misses, the cache hierarchy
creates an effective timing-based side-channel [9, 34, 7]. For example, by timing access
latencies across multiple cache lines, an adversary may infer which address has been
recently loaded by the processor. This can be used to derive information which would
not otherwise be legitimately available. For example, Flush+Reload [9] can be used to
derive encryption keys leaked through the L3 cache, and Meltdown [8] exploits cache-
timing to leak arbitrary kernel memory.
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2.1.5 Memory Objects

The hardware accesses a memory location through a physical address [30]. However, to
facilitate isolation and multi-programming, a process (running instances of a program)
accesses memory through the wirtual address [2], which gets translated to the corre-
sponding physical address by the hardware and the operating system. Furthermore, a
process keeps track of its data in memory, and related data is often grouped together
(a concept known as spatial locality). We define a single chunk of contiguous data held
in memory that semantically identifies a single object as a memory object (e.g. arrays,
structs, or a bitmap). It is therefore possible to identify a memory object by its bounds,
which are its starting and ending virtual addresses.

2.1.6 Performance Metrics

Computer architects use cycles per instruction (CPI) to measure instruction through-
put [30]. CPUs incorporate an internal clock to synchronise sequential circuits (any
hardware that holds state, such as flip-flops [30]). The clock ticks at a fixed frequency,
with each tick known as a clock cycle (or cycle for short). For example, a clock fre-
quency of 2 GHz means that 2 billion cycles pass per second. A program that commits
N instructions in C' cycles has a CPI of C'/N; a lower CPI means higher throughput.

2.2 Spectre

Although speculative execution maintains correctness in the architectural state, transient
instructions may leave observable side-effects such as loading a specific cache line [1]. Ob-
serving these effects enables attackers to derive secret information incorrectly produced
by transient instructions through a side-channel. Furthermore, transient instructions
may be misdirected to load highly confidential secrets such as cryptographic keys. This
class of attacks is known as Spectre [1], exploiting speculative execution to leak secrets
through microarchitectural side-channels.

2.2.1 Accessors and Transmitters

In a Spectre attack, a speculative accessor first loads a secret from memory, and then a
younger transmitter leaks it through a side-channel [10, 11, 15, 13]. A successful trans-
mission of a transient secret requires the access-transmit instruction sequence to hide
behind a mispredicted unresolved branch, and the transmitter resolving before they are
squashed. In general, loads are classified as accessors, and many different types of in-
structions can be classified as a transmitter. Loads are also classified as transmitters,
due to the high-observability of cache-based side channels, shown to lead to practical
attacks [9, 11, 35]. Depending on the microarchitecture, floating-point instructions [36]
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and branch instructions [10] can also form side-channels and thus be classified as trans-
mitters.

2.2.2 Example

Figure 1.1 shows an example Spectre attack, bypassing the x < size bounds check.
Note that the program itself is correct, as the correct execution path never loads an
out-of-bound value from A. First, assume that the attacker controls the variable x. The
attacker then mistrains the branch predictor to predict taken, even though an out-of-
bound value of x is supplied. This allows any memory location past A to be read into
s transiently, which then selects a cache line by influencing the load from B. Finally,
the attacker measures memory access timing using techniques like Flush+Reload [9]
and Prime+Probe [34] to find which cache line is hot. This information then allows
the attacker to infer the secret s. This variant of Spectre is known as Bounds Check
Bypass.

2.2.3 Visibility Point

The visibility point [11, 10] is a ROB index where all instructions past this point is
no longer speculative, and all other instructions (younger than the visibility point) are
speculative. In the Spectre threat model [1], an instruction has passed the visibility
point if all older branches are resolved, i.e. no mispredicted branches can squash it.
Importantly, it follows that instructions pass the visibility point in program order.

2.2.4 Transient Execution Attacks

The discovery of Spectre led to the development of a wider class of attacks, known
as Transient Ezecution Attacks (TEAs). In general, any prediction mechanisms or in-
structions capable of squashing younger ones pose a security risk. Aside from branch
prediction, exception handling and memory disambiguation could also be exploited by
an attacker. TEAs encompass misdirecting and exploiting any transient instructions
to create a side-channel leakage. In addition to Spectre, a widely discussed TEA is
Meltdown [8], which exploits page faults and lazy protection checks to break memory
isolation. Other examples include ZombieLoad [37], which leaks stale data in the line-fill
buffer of the L1 cache. Although our work targets Spectre, it is easy to generalise it to
many other TEAs by redefining the visibility point to consider any instructions capable
of squashing younger instructions (such as loads which may raise a page fault, to defend
against Meltdown). We leave performance evaluations of such generalisations to future
work.
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2.3 Speculative Taint Tracking

Speculative Taint Tracking (STT) [10] is a leading hardware-level Spectre defence. It
performs information flow tracking of transient data. STT considers a physical register
as tainted if it holds transient information which should be protected from leakage. The
taint tracking mechanism operates as follows.

1. A speculative load taints its output register, as it may have loaded a secret.

2. Taint is then propagated through dependencies. For example, an instruction’s
output register is tainted, if any of its input registers are tainted.

3. Tainted instructions classified as a transmitters are stalled until it is no longer
tainted.

4. Finally, registers become untainted when all accessors causing its taint become
safe. These accessors are known as the taint roots. A taint root becomes safe when
it passes the visibility point, as its output is no longer speculative.

Since an instruction may depend on multiple registers, there may naturally be multiple
taint roots. Since instructions pass the visibility point in program order, it suffices to
track the Youngest Root of Taint (YRoT), which holds the index to the ROB entry
of the youngest taint root. When the YRoT passes the visibility point, all older taint
roots must have also passed the visibility point. This makes STT’s hardware especially
lightweight, as each instruction only needs to track a single taint root.

2.3.1 Hardware Mechanism

Each physical register is assigned an additional yrot and AccessInstrIdx field.
AccessInstrIdx is set to the ROB index of the producing instruction if the instruction
is a load (and thus a taint root). yrot is set to the YRoT ROB index, when the
instruction is tainted through propagation. A register is considered tainted if yrot or
AccessInstrIdx is valid. Taint propagation happens at the register rename stage, and
to facility untainting, the yrot value is carried to reservation stations. When an accessor
crosses the visibility point, it broadcasts its ROB index to younger instructions, and any
instruction whose YRoT points to an older instruction is untainted and can thus safely
execute.

2.3.2 Example

Figure 2.1 is an example of STT’s traint tracking logic. At first, i2 is the oldest un-
resolved branch, and thus all younger instructions are considered speculative. i3 is an
accessor, which brings a secret into r2, causing it to be tainted. Taint then propagates
through dependencies, through i5, it spreads to r3. As a result, the transmitter i6 is
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Idx Instr Src | Dst |Done? Idx Instr Src | Dst |Done?
il branch o = 1 i1 branch - - 1
VP —| i2 branch - - 0 i2 branch - - 1
Access —>| i3 load rl r2 1 i3 load rl r2 1
i4 | branch | - - 0 YRoT still ~ VP —| i4 | branch | - - 0 YRoT no longer
i5 add 0 r3 1 speculative i5 add 2 r3 1 speculative
Transmit —>| i6 load r3 rd 0 i6 load r3 rd 0

Figure 2.1: An example of taint propagation and stalling logic of STT. The green-shaded
instructions are those which passed the visibility point, and is therefore non-
speculative. Registers coloured red are tainted.

stalled, despite its input operands being ready. The diagram on the right shows the state
of inflight instructions some number of cycles later, where i2 has resolved, moving the
visibility point to i4. Since the accessor i3 has passed the visibility point, i6 can now
safely issue. Note that r4 remains tainted, since i6 is still a speculative load despite
being untainted.

2.3.3 Safe Memory Objects

A memory object is safe if its data are legitimately accessed on the correct execution
path. Since Spectre is used to leak data that cannot be legitimately accessed, transmit-
ting safe memory objects constitute to a traditional side-channel attack and is excluded
from the Spectre threat model [16, 1, 10]. We also define a load as safe, if its resolved
address points to a safe memory object. STT conservatively classifies all loads as unsafe,
since the whether a load is safe is not known at the hardware-level. Furthermore, we
define a secret as any data which do not lie inside a safe memory object.



Chapter 3

Related Work

This chapter discusses related Spectre and TEA defences. We first discuss mitigations
that target specific Spectre variants or side-channels. We then discuss comprehensive
mitigations which prevent transient data from spreading to transmitters in the first
place. Finally, we discuss related work that communicates semantic information from
the software stack to the hardware in order to improve performance.

3.1 Limited Mitigations

Since Spectre, a wide range of variants and side-channels have been discovered. Early
mitigations often targeted specific Spectre variants, while later works have proposed
generalised approaches by closing the cache-timing side-channel.

3.1.1 Targeting Specific Variants

In Bounds Check Bypass (Spectre-V1) [1], an attacker transiently bypasses a bounds
check (e.g. Figure 1.1). A widely discussed defence is to insert an LFENCE after the
check [19], stalling younger instructions until the fence executes, disabling speculation
over protected code at high performance costs [11, 21, 16, 15]. Intel also recommends
masking the loaded value with a conditional move (i.e. CMOV) before the transmitter,
which is safe because current Intel processors do not predict conditional moves [38].

Branch Target Injection (Spectre-V2) [1] mistrains the indirect branch predictor to
transiently execute arbitrary code. Mitigations include Intel’s indirect branch con-
trols [39, 40, 41]; SpecCFI [24], which exposes control-flow integrity information [42] to
speculative execution; and Retpoline [23], which replaces indirect branches with return
instructions. However, Retbleed [43] shows that return prediction can also be exploited
under certain conditions. Speculative Store Bypass (Spectre-V4) [44, 45] allows loads to
transiently read stale data before an older store’s address resolves, mitigated by prevent-
ing loads from executing until older store addresses are known [44]. Finally, the closely
related Meltdown attack [8] can be mitigated using KAISER [46], which strengthens the
isolation between kernel and user memory.
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Variant-specific mitigations are limited in their generality and sometimes have high per-
formance costs (such as using LFENCE). This motivates mitigations secure against all
attack variants, by addressing the cache-timing side-channel itself as the root cause.

3.1.2 Targeting the Cache

Several proposed mitigations have targeted the cache hierarchy [11, 22, 18, 25, 12], elim-
inating cache-based side-channels. SafeSpec [22] and InvisiSpec [11] stores transient
data separately from the cache, committed to the cache hierarchy only when it becomes
non-speculative. Unfortunately, these shadow structures introduce significant hardware
overhead, and synchronising them to cache coherence protocols [47] incurs high perfor-
mance costs [11]. In contrast, DAWG [18] isolates cache hits and misses across protection
domains, and HidFix [25] rolls back transient data leaks.

Unfortunately, cache-timing is not the only side-channel that can be exploited. For ex-
ample, some floating-point instructions have data-dependent execution latencies, which
may be exploited by an attacker [36]. NetSpectre [48] allows an adversary to conduct
Spectre attacks over a network by exploiting channels based on the Advanced Vector
Extension (AVX). Thus, although mitigations that target the cache generalise well over
Spectre variants, they are still not comprehensive Spectre defences.

3.2 Comprehensive Mitigations

The poor generality of limited mitigations motivated the need for mitigations to be
comprehensive over all Spectre variants and side-channels. The idea is to stall an accessor
or transmitter until these instructions are known to be safe, by containing or tracking the
spread transient information through dependencies. These approaches have the following
advantages:

1. It generalises well over any type of instructions, the computer architect may classify
an instruction as an accessor or transmitter as they wish.

2. It introduces low hardware overhead, since tracking transient information largely
involves combinational logic, without the need for expensive shadow buffers.

3. It creates an abstraction for orthogonal work at the software-level to further im-
prove performance.

DelayExecute [10] is the simplest approach, which prevents accessors from executing
until they pass the visibility point, so secrets never enter the transient state in the first
place. However, all loads must then wait for all older branches to resolve, which causes a
significant performance impact [10]. A more efficient approach, used by SpecShield [21]
and NDA [13], let loads execute speculatively, but delays the wake up of their dependents

10
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until the load becomes non-speculative. We refer to this as DelayWakeup. It introduces
very little hardware overhead and lower performance degradation. It is also a natural fit
for software-hardware communication based mitigations like SSMR [16], since whether
a load is treated as an accessor can be decided at address resolution time, whereas STT
must make this decision at rename, before the address is available. However, stalling
all dependents is still conservative, since it also blocks instructions that could never
transmit a secret. STT [10] addresses this with taint tracking, stalling only transmitters
that are connected to an accessor through a transient dependency chain. This costs
more hardware than DelayWakeup, but still remains low.

3.3 Software-Hardware Communication

The lack of semantic information about the program state in the hardware has led to
the development of comprehensive mitigations that allows the software stack to com-
municate the secrecy or safety of data held in memory. These approaches significantly
reduce performance costs, but unfortunately, they often introduce other trade-offs such
as hardware overhead that are difficult to circumvent.

3.3.1 SSMR

The work most similar to STTHint, and its main inspiration, is SSMR [16]. SSMR
provides a compiler pass which inserts ssmr instructions that communicate speculation-
safe memory regions to a hardware buffer. When a load’s virtual address resolves to
a region held in the buffer, the loaded value is forwarded to speculative dependents as
normal. Any other load is treated as an accessor under a DelayWakeup policy, so its
dependents do not wake up until it becomes non-speculative. STTHint shares this core
idea of communicating to the hardware which memory regions are safe to transmit, but
differs from SSMR in three key ways.

1. SSMR uses DelayWakeup as its security mechanism. STTHint instead uses STT,
a more efficient mechanism which only stalls transmitters down the dependency
chain.

2. The SSMR compiler pass communicates a large number of memory regions, even
those that do not cause a significant performance cost. Storing this information
creates a higher hardware overhead. Instead, STTHint exploits the fact that many
stalls are concentrated in a small number of code regions, which means fewer
memory objects need to be communicated to the hardware to effectively reduce
performance cost (see Chapter 4).

3. Unlike STTHint, SSMR cannot communicate dynamically sized regions.

11
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We hypothesise that SSMR is bottlenecked by its inability to hint dynamically sized
memory regions, since many performance-critical applications are dominated by loads
from dynamically sized data structures. For example, STT incurs a very high perfor-
mance overhead on the GAP workload cc_sv, and we find that almost all problematic
accessors are loads from a dynamically sized array. Because SSMR’s evaluation over
GAP workloads does not include cc_sv (and many other GAP benchmarks), it is un-
clear whether the reported performance improvements would hold for this benchmark.
The authors also integrated SSMR with STT, but the methodology in doing so is not
reported at all. This is non-trivial because STT must classify a load as an accessor at
rename, before its address is known, a problem we address for STTHint.

3.3.2 Protean

Protean [17] communicates the secrecy of memory to the hardware. Protean’s ISA ex-
tension allows its compiler to automatically specify at each program point exactly which
registers and memory bytes require protection, giving it finer control than SSMR. Like
STTHint, Protean extends STT’s taint tracking with a predictor structure similar to
ours. We note that our hint predictor (Section 5.4) was developed independently, before
we became aware of Protean. However, Protean has several limitations. First, Protean’s
ISA extension marks which data is protected rather than which data is safe. As a result,
secret-accessing code not compiled with Protean’s custom compiler remains vulnerable
even with Protean’s hardware defences enabled. Every security-critical library, depen-
dency and program must thus be recompiled. In contrast, STTHint falls back to full
STT protection for any unhinted legacy code. Second, Protean tags every byte in the L1
cache with a protection bit, which requires a parallel bit array whose size scales with the
cache, regardless of how many regions actually need protection. STTHint instead uses
a small, fixed-size hint buffer, exploiting the observation that a few contiguous memory
regions account for most STT stalls in many workloads. Finally, because protection bits
live only in the L1, Protean conservatively treats every L1 miss as a load of protected
data. It is unclear how this affects memory-bound workloads with high miss rates.

12



Chapter 4

Motivation

The core motivation behind STTHint is that for many workloads, STT stalls come from
static instructions concentrated in a few code regions. We observe that these instructions
largely belong to a class of code patterns we call taint-critical regions (TCRs). Effective
hinting should therefore target the memory regions accessed by TCRs, while hinting
other regions brings limited benefit.

4.1 Instruction Blame

To proportionally attribute STT overhead to individual static instructions, we introduce
the instruction blame metric, which counts how often a static instruction is responsible
for an STT-stalled instruction. Accessor blame is attributed to accessors and transmitter
blame to transmitters, estimating each instruction’s share of responsibility for STT stalls.
Note that a transmitter may be tainted by multiple accessors, but STT tracks only the
youngest taint root, so the latency of older roots reaching the visibility point is hidden
behind that of the youngest. Useful accessor blame must therefore account for all taint
roots of a stalling transmitter.

4.1.1 Formulation

For a given workload, we first compute the following.

1. T, total number of dynamic transmitters stalled for at least one cycle due to STT.
2. T; for each static instruction i: portion of T caused by dynamic instances of 7.

3. A, the total number of dynamic accessors that taint at least one transmitter that
stalls for at least one cycle while the accessor is still speculative. A dynamic
accessor is counted once for each stalled transmitter it taints.

4. A; for each static instruction i: portion of A caused by dynamic instances of i.

13



4 Motivation

Let S be the set of all static instructions. Since every dynamic instruction comes from
exactly one static instruction, the following statements hold.

> Ti=T, Y A=A

€S €S

We define the transmitter blame portion of a static instruction i as T; /T, and its accessor
blame portion as A;/A. Both blame portions estimate static instruction responsibility
for STT’s performance cost. We blame accessors on the first cycle a transmitter stalls,
as this captures all guilty taint roots, whose number decreases as they pass the visibil-
ity point. Note that each problematic dynamic instruction contributes equally to the
blame, regardless of how many cycles it stalls. Thus, this metric only approximates the
contribution of a static instruction to the overall CPI degradation of STT.

4.1.2 Blame Stack

Instruction blame can be visualised using a stack. The height of each component on the
stack represents a single blame portion. To find the most problematic instructions, we
sort the blame stack by component height. Note that the colours of stack components
have no significance, used only to differentiate component heights.
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(a) Betweenness-centrality (bc), GAP. (b) bodytrack, PARSEC.

Figure 4.1: Example blame stacks. In each subfigure, the stack on the left is the accessor
blame stack and the stack on the right is the transmitter blame stack.

Figure 4.1a shows an example blame stack for the GAP benchmark bc, where more than

40% of the responsible accessors come from a single static instruction address, and just
4 static instructions make up more than 80% of the accessor stack. Figure 4.1b is a
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4.1 Instruction Blame

blame stack for the PARSEC app bodytrack. In contrast, the components in this stack
are smaller, and there are more critical instructions in the program binary than there
are in the GAP benchmark. This is expected, as PARSEC apps are larger than GAP
workloads (GAP workloads are kernels).

4.1.3 Blame Distribution

An alternative visualisation is the blame distribution, which shows the blame portion
of each static instruction address in the program binary ordered by address along the
horizontal axis. The blame distribution gives us insight into whether blame portions
are evenly spread or highly concentrated. Note that instructions outside the program
source, such as dynamically linked library code, are not considered.

Accessor blame distribution of bodytrack over STT

101

Percentage of instructions blamed

”‘M M T

0 1
0x403a3d 0x43a7fb
Instruction address in program binary

Figure 4.2: Accessor blame distribution of bodytrack

Figure 4.2 shows the accessor blame distribution of bodytrack. The two major spikes in
the plot show that STT’s performance cost comes from static instructions concentrated
in relatively small code regions.

4.1.4 Overlapped STT Stalls

Although each blame portion is considered individually, in reality, due to high instruction-
level parallelism (ILP), STT stalls from one instruction may be well-hidden by one on
the critical path [49] of the OoO engine. This is further complicated by the YRoT hiding
transmitter stalls caused by older taint roots. We intentionally do not capture the over-
lap of STT stalls in the instruction blame metric to expose all responsible instructions,
enabling a more comprehensive set of targets when accelerating STT.
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4 Motivation

4.1.5 Implementation

Alongside STT, we implement our metric in Sniper using hash tables that record the
blame for each instruction PC, along with A and T. Our target benchmarks are compiled
with position-independent executable (PIE) disabled and with debug symbols. We use
the Linux tool addr2line to convert instruction PCs to source line numbers in order to
analyse problematic source-level code patterns.

4.1.6 Benchmark Results

We experimentally derive the instruction blames for GAP benchmarks and PARSEC ap-
plications. Figure 4.3 shows the minimum number of accessors and transmitters needed
to make up a majority of the blame stack. For GAP benchmarks, only 1-3 instructions

(a) GAP (b) PARSEC
A T A T
Benchmark Min Total Min Total Benchmark Min Total Min Total
bc 2 246 2 294 blackscholes 2 62 2 91
bfs 3 240 2 304 bodytrack 9 438 19 711
cc 2 195 3 230 facesim 6 396 14 681
cc_sv 1 193 1 238 ferret 18 1760 35 2409
pr 1 188 1 232 fluidanimate 10 324 9 318
pr_spmv 1 195 1 240 fregmine 12 207 16 229
Sssp 2 325 2 463 raytrace 25 626 50 864
tc 2 211 2 231 swaptions 7 265 17 357
vips 26 768 33 1081
x264 23 1457 20 1525

Figure 4.3: Minimum number of accessors (A) and transmitters (T) needed to make
up a majority (50%) of the blame stack (Min), and the total number of
accessor/transmitter instructions with at least one blame (Total).

account for the majority of the blame, suggesting that recovering baseline speculation for
these few instructions could substantially reduce STT overhead. PARSEC is more var-
ied, as blame is concentrated in a few instructions for workloads such as blackscholes,
but more spread out for workloads such as raytrace and ferret. However, raytrace
also has far more instructions with non-zero blame (626, versus 62 for blackscholes),
and likewise, ferret has a total of 1760. Relative to this total, both are similarly concen-
trated: in blackscholes and raytrace, only approximately 3-4% of blamed accessors
account for half of the accessor blame, while for ferret, only 1% account for half of the
accessor blame.
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4.2 Evaluating STT
4.2 Evaluating STT

To further motivate STTHint, we evaluate STT on the GAP and PARSEC benchmarks
and analyse the results. All experiments follow the methodology described in Chap-
ter 6.

4.2.1 Results

Performance degradation of STT over GAPBS Performance degradation of STT over PARSEC
147.9% 100

-- average = 15.10%

-- average = 47.22%

80 4

60

40 -

204

CPI degradation of STT over Baseline (%)

CPI degradation of STT over Baseline (%)

¢ 3 b & N © g
&5 & & &7

Benchmark Benchmark

Figure 4.4: STT CPI overhead over the insecure baseline for GAP and PARSEC work-
loads.

Figure 4.4 shows the CPI overhead of STT relative to an insecure baseline. STT degrades
performance by 15.10% on average for PARSEC, and an average of 47.22% for GAP.
Its impact is also highly variable: depending on the workload, CPI ranges from close to
baseline to double the baseline.

This difference arises because GAP benchmarks are graph kernels dominated by pointer
chasing over array-based graph structures and, more generally, by taint-critical regions
(Section 4.2.2). Because these kernels spend much of their runtime inside these regions,
they suffer far more than our PARSEC benchmarks, which are general-purpose applica-
tions with more varied code patterns.

4.2.2 Taint-Critical Regions

For a transmitter ¢ to stall on its YRoT a, both a and ¢ must resolve before a reaches
the visibility point; otherwise, a is already safe and t is untainted. Let A and T be
the PCs of ¢ and t. For A and T to cause a large number of STT stalls, they also
need multiplicity: many dynamic instances of both must be dispatched into the ROB.
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4 Motivation

Due to instruction locality, this almost always arises from loops. We therefore define a
taint-critical region (TCR) as a local region of static instructions that incurs very high
STT overhead. A TCR meets three criteria:

1. Access-transmit sequence: a transmitter ¢ has its YRoT set to an accessor a in the

ROB.

2. Critical branches: slow-to-resolve branches let the operands of ¢t become ready
before a reaches the visibility point, typically causing STT stalls.

3. Multiplicity: a long-running loop, possibly with deep, nested speculation, dis-
patches many instances of the critical branches and access-transmit sequences into
the ROB.

Because a TCR requires several specific conditions to hold, TCRs are scarce and con-
centrated in a few regions of the program. As a result, only a small number of static
instructions need to be handled, which is further highlighted by our aforementioned in-
struction blame results. Moreover, a static load usually maps to the same memory object
on each dynamic instance. This does not always hold (for example, in linked-list traver-
sals), but it holds for memory objects with good spatial locality (like arrays). A few
critical static instructions therefore map to a few memory objects, so only a small num-
ber of hints are needed, keeping the hardware overhead low while substantially reducing
STT’s performance cost (see Chapter 6).

4.2.3 TCR Example

for (NodeID v : g.in_neigh(u)) { // accessor
if (front.get_bit(v)) { // transmitter
parent [u]l = v;

awake_count ++;
next.set_bit (u);
break;

Figure 4.5: An example TCR the GAP bfs benchmark.

Figure 4.5 shows an example TCR from GAP’s bfs benchmark, whose accessor and
transmitter account for 34.3% and 37.3% of their respective blame stacks. The accessor
loads a neighbour of a graph node into v, which supplies the address operand of the
transmitter, the load in front.get bit(v). The if statement on its result forms the
critical branch, and the for loop provides multiplicity.
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Chapter 5

STTHint

This chapter describes our threat model and STTHint. We first establish the program-
mer interface (ISA extension), then the hint buffer used to store hints. Finally, we
address the challenges of classifying loads as safe or unsafe at the rename stage.

5.1 Threat Model

We extend the threat model of SSMR [16]. The adversary interacts with the victim
program as a user by supplying inputs. The adversary may observe any side-channels
including cache-timing [9], data-dependent arithmetic timing [36], and branch-driven im-
plicit channels [10]. The attacker has full knowledge of the hardware and can arbitrarily
mistrain the branch predictors. We only consider transient execution caused by branch
misprediction, so an instruction reaches the visibility point once all older branches re-
solve. Traditional side-channels that transmit data accessed on correct execution paths
which lies outside the Spectre threat model are also outside our scope, and many prior
works already address these attacks [7]. Like prior work [16, 17], we trust the program-
mer communicate information correctly to the hardware (see Section 5.2). Furthermore,
we consider a single victim process on a single hardware thread, and leave the handling
of hints across context switches and simultaneous multithreading (SMT) to future work
(see Chapter 7).

5.2 Hints

A hint H is defined as a 48-bit virtual start address Hg and a 48-bit virtual end address
H. of a memory object. We use 48 bits instead of 64 bits to save space, as modern
operating systems only utilise the lowest 48 bits in a virtual address [15, 50, 51]. A hint
H can be set active, in which case any data addressed by v such that H, < v < H, is
considered safe, and can be transmitted. We refer the process of setting a hint active as
hinting a memory object. Preferably, loads to hinted data should not be considered a
root of taint.
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5 STTHint

Semantically, hinting an object declares that its bytes are legitimately accessed while
the hint is active; unhinting it or deactivating the hint declares the memory location no
longer public. Within a TCR, frequent accesses to a hinted region transmit only data
already exposed through conventional side channels, so hinting removes STT’s stalls
without a new leakage. Data outside hinted regions keeps STT’s full protection, so
with correct hinting STTHint transiently leaks only what STT already permits. Correct
hinting requires that (1) an object is hinted only if it is legitimately accessed before being
unhinted, and (2) it is unhinted before being freed or overwritten with unsafe data.

5.2.1 ISA Extension

To faciliate hinting, we extend the x86-64 instruction set with two new instructions.
1. shint, which takes two register operands holding Hs; and H, and hints H.

2. sunhint, which takes a single register operand holding an address, deactivating all
hints containing that address.

These instructions only executes non-speculatively (when they pass the visibility point),
as otherwise transiently executed hint instructions may be misdirected by an attacker,
forming a new TEA. Furthermore, OoO execution may allow a younger load to bypass
an older sunhint, incorrectly enabling transient leakage of data in a memory region that
should have been unhinted. Thus, we make sunhint serialise all younger loads: younger
loads cannot execute until the sunhint itself executes. Although these restrictions in-
troduce a performance cost, such cost is negligible, as usually, a TCR itself takes much
longer execute compared to the constant number of shint and sunhint instructions sur-
rounding it. Furthermore, keeping multiple sunhint instructions close together allows
the latency of serialising younger loads to overlap with each other.

shint (array, array_len * sizeof (int));
for(int i = 0; i < N; i++){

if(y % 10 == 0) y += 1;

y += arraylarrayl[il];
}

sunhint (array);

Figure 5.1: High-level example usage of shint and sunhint in C.

Figure 5.1 shows an example of using shint and sunhint. The instructions are wrapped
by higher-level C functions, which are called around a TCR frequently accessing array.
For ease of use, the C function shint takes the starting address and the size of the
memory object, instead of the ending address.
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5.3 The Hint Buffer

5.3 The Hint Buffer

The hardware must keep track of active hints. We introduce the hint buffer, which holds
16 entries, each entry holds a single hint: two virtual addresses, and a valid bit. The
hint buffer is fully-associative; each entry needs the mechanism to check if a given virtual
address v satisfies Hy < v < H,. Thus, each entry is paired with two comparators. We
say a load hits the hint buffer if its target address v lies within an active hint. A load
that does not hit the hint buffer is said to miss the hint buffer.

When an shint instruction is issued with H, the buffer first checks if it is adjacent to
an existing hint by checking whether there exists an active hint H' such that (Hs; = H)
or (H, = H.). If this this condition holds, H. or H. will be extended to accommodate
H. This mechanism can reuse the equality comparator for H., but requires an addi-
tional equality comparator for H.. This optimisation is motivated by the fact that often
times, we may hint several adjacent memory objects at once, such as hinting statically
allocated variables on a function stack frame. If no existing hint can be extended, we
will instead allocate a free entry to hold H. If the HB is full, then the shint instruction
is ignored. When a sunhint instruction is issued, with a virtual address v, the buffer
checks invalidates all entries such that the hint it holds contains v.

5.4 Hint Prediction

Ideally, a load that hits the hint buffer should not be classified as an accessor (and thus its
output register should not be tainted). However, STT’s taint algorithm happens in the
rename stage, and the target memory address of a load is unknown at this stage, which
means we cannot check the hint buffer prior to tainting. Attempting to untaint on a
later hint buffer hit is challenging, as it violates the property that accessors untaint their
transmitters in program order, which breaks the invariant that if an accessor becomes
safe, all older accessors are safe.

5.4.1 Hint Predictor

To solve this issue, we instead predict the hint buffer outcome of a load at register rename
stage. Often times, a static instruction maps to a single memory object. Thus, if a load
hits the hint buffer, the same load will likely hit it again. For example, in Figure 5.1,
the load instruction corresponding to array[i] almost always accesses array. This
locality allows us to introduce a hint predictor which uses the instruction PC to predict
whether a load will hit the hint buffer, in which case it predicts safe (S), or otherwise
it predicts unsafe (US). A load instruction is only considered an accessor if it predicts
S. In the situation where the instruction is predicted as safe, but actually misses the
hint buffer, it is too late to propagate taint. Instead, we set a DelayWakeup bit next
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to the instruction’s load queue entry, and conservatively delay waking up dependant
instructions until the accessor reaches the visibility point. Since DelayWakeup is a
more conservative strategy than taint tracking, it incurs a higher performance overhead.
However, temporal locality creates a very high hint predictor accuracy in GAP and
PARSEC benchmarks (see Table 6.2), making fall back to DelayWakeup rare in most
programs.

Taking inspiration from early branch predictors [52] and a similar predictor in PRO-
TEAN [17], we use a simple I1-bit bimodal predictor. We introduce a hint predictor table
of 1024 O-initialised 1-bit entries, each set if the most recent prediction was S. Each entry
is indexed by the least significant 10 bits of the instruction PC. In the rename stage,
whether a load taints its output register depends on the outcome of the predictor table.
Furthermore, a load instruction will update the table, when the hint buffer is accessed.

Figure 5.2 demonstrates an example of hinting and unhinting a memory object. A load
passes through the hint predictor, which gets classified as either safe or unsafe.

Taint-Critical Region Hint Buffer (16 entries)
create
shint rl, r2 \" start H, end H,
loop: > 1 array array+len
1d 15, [r6] 0 - -

blt r3, r4, loop °delete

sunhint ri hit if H, <wv < H,
A new accessor arrives 9 look up v
e rename address resolves
Hint Predictor 1 = Safe: no taint, is v in
PC >
1d r5, [r6] lo[1]o[o[t][o]o] set DelayWakeup the HB?
1024 bits, by PC
A : hit: wake
; 0 = Unsafe: taint r5 | ! dependants
(plain STT) i . )
miss: wait for

visibility point

outcome updates the predictor

Figure 5.2: STTHint example including hint creation, deletion, and a load passing
through the hint predictor.

5.4.2 Securing Store-to-Load Forwarding

STT does not propagate taint through the store queue, which is safe when all loads are
treated as accessors. But for STTHint, a speculative store may write a tainted value
to a hinted region, which violates the invariant that all data in hinted regions are not
tainted. We patch this vulnerability by enforcing that loads to a hinted region which
aliased with a resolved older store fall back to DelayWakeup.
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Chapter 6

Evaluation

In this chapter, we first describe our evaluation methodology, then we present the findings
from our experiments, while discussing notable insights derived from our results.

6.1 Methodology

To evaluate hardware performance, we use The Sniper Multi-Core Simulator [53], for its
efficiency in simulation time, and accuracy in capturing the altered instruction scheduling
algorithm of STT and STTHint.

6.1.1 Benchmark Suites

GAP benchmarks [29] expose the performance issues of STT, since GAP kernels are
graph algorithms with TCRs involving complex, transient pointer-chasing and depen-
dencies, which we correctly suspected to cause significant performance issues over STT.
Furthermore, GAP benchmarks are relatively small, allowing us to narrow down the
sources of STT stalls more easily. The authors of SSMR have also reported performance
impacts of STT over a subset of GAP workloads. However, we present results covering
the full benchmark suite, along with a deeper analysis in Chapter 4.

We also run our experiments against PARSEC applications, which are a set of larger,
general-purpose programs written in C and C++. We present STT performance costs
for every PARSEC application, and STTHint results for the ferret workload, since
ferret incurs the highest CPI overhead. Hints are currently inserted manually, which
is time-consuming for larger codebases such as PARSEC ones. Since this work aims
to show that hints can be effective rather than to automate their insertion, we leave
automatic hint insertion to future work (see Chapter 7).
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6.1.2 Hardware Simulation

We use Sniper’s Gainestown configuration, which models Intel’s Xeon x5500-series pro-
cessors [54]. We implement STT and STTHint in Sniper’s ROB performance model,
simulating the instruction scheduling algorithm. We focus our simulation on a single-
core setting, as STT does not alter cache coherence or inter-core communication. For
STT, we classify loads, branches, floating-point multiplication, division and square root
instructions as transmitters. Doing so closes cache-based side-channels [1], floating-point
timing side-channels [36] and branch-related implicit channels [10]. For STT, we classify
all load instructions as accessors and define the visibility point according to the Spectre
threat model (Section 5.1). Table 6.1 shows our simulation parameters.

Table 6.1: Simulation parameters.

Parameter Value

Architecture 1 Core at 2.66 GHz

ROB size 128 entries

Dispatch width 4 instructions

Issue width 5 instructions

Branch Predictor Pentium M predictor

L1 Cache 32 KB in both I-cache and D-cache
L2 Cache 256 KB

L3 Cache 8192 KB

GAP experiments use randomly generated graphs of size 2'®. We exclude graph gen-

eration time from our region of interest, and workloads are run to completion. For
PARSEC benchmarks, we use the simmedium input size. For each PARSEC experiment,
we perform a cache warm-up of 3 billion instructions followed by a detailed simulation
of another 3 billion instructions.

6.1.3 Hinting Methodology

Guided by blame stacks, we surround TCRs with shint and sunhint instructions. We
only consider regions that satisfy the TCR criteria described in Section 4.2.2, while
ignoring code regions from linked libraries. Furthermore, hints are inserted securely
according to our threat model (see Section 5.1).

6.2 Empirical Results

Figure 6.1a compares the CPI of STT and STTHint for each GAP workload, and Fig-
ure 6.1b compares the performance degradation of STT and STTHint for each GAP
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Figure 6.1: Performance results of our GAP experiments.

workload. Across all GAP experiments, we found that 16 entries in the hint buffer is
sufficient to hold hints needed to significantly reduce STT performance costs.

Our experiments shows that with good hint placement, STTHint effectively accelerates
STT by reducing its performance degradation from an average of 47.21% down to just
2.80%. Across cc, cc_sv and tc, STTHint effectively recovers baseline performance,
while STT is already efficient over pr and pr_spmv. bc still incurs a performance degra-
dation of 6.42%, while sssp incurs a performance degradation of 14.14%.

Our reductions of STT performance degradation supports our claim that STT stalls
are concentrated in small numbers of static instructions, and hinting memory objects
accessed by these instructions alleviates STT stalls. Figure 6.2 compares the blame stack
before and after hints are inserted. The components in the STT blame stack are large,
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and attributes a large number of stalled instructions to a few accessor/transmitters.
After hinting, the only remaining components on the stack are various instructions that
contribute little to the remaining STT stalls, such as those from library code. Although
STTHint reduces CPI close to the baseline for some GAP benchmarks, for workloads
like sssp, there is still a nontrivial performance degradation of 14.14%. By observing
the remaining instructions on the STTHint blame stack, we find that the remaining
performance costs come from accesses to compiler-generated memory objects, either
invisible to the application programmer, or difficult to hint correctly. This exposes a
limitation of hinting at the source level, which further motivates the need for automated
hinting as a late-stage compiler pass (Section 7).

Accessor/transmitter blame stacks of cc_sv over STT STTHint
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Figure 6.2: Comparing blame stacks of cc_sv over (left) STT and (right) STTHint.

6.2.1 Prediction Accuracy

Since we introduce a hint prediction mechanism, it is crucial to assess its prediction
accuracy. If a load is predicted safe, the prediction is considered correct if it hits the
hint buffer when its address resolves, and the prediction is considered incorrect (mis-
prediction), if otherwise. If a load is predicted unsafe, then the prediction is considered
correct if it does not hit the hint buffer, and considered incorrect otherwise. We only
count an instruction toward the predictor accuracy, if at issue time, the hint buffer is
non-empty, as otherwise, an unhinted program running on an STTHint processor would
incur a deceptive prediction accuracy of 100%.

We observe a very high accuracy for hint prediction in our experiments, with an average
misprediction rate of just 0.2077%. One of our experiments, sssp is an outlier with a
higher misprediction rate of 1.6596%. The average misprediction rate excluding sssp is
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0.0003%. Table 6.2 presents the number of correctly and incorrectly predicted loads for
each GAP benchmark, along with the miss rate.

Table 6.2: Hint predictor accuracy across GAP kernels.

Benchmark Correct Predictions Incorrect Predictions Misprediction rate (%)

bc 42,457,875 87 0.0002
bfs 6,898,134 83 0.0012
cc 8,239,101 50 0.0006
cc_sv 60,835,855 32 0.0001
pr 76,806,373 40 0.0001
pr_spmv 114,815,029 28 0.0000
sssp 57,910,865 977,319 1.6596
tc 155,941,635 33 0.0000

The high prediction accuracy comes from the fact that if a static load instruction ac-
cesses a memory object in a loop, there is a high probability that the load instruction
will access the same memory object again. The reason why sssp exhibits a relatively
high misprediction rate is due to the thrashing of a few instructions in the predictor
table. This is caused by a nested TCR in the program, where a TCR frequently calls
another TCR. We were unable to hint the whole region as a single TCR, since memory
is dynamically allocated within the loop itself, and thus, the inner TCR requires its
own shint and sunhint instructions executed for each iteration of the outer TCR loop.
Since each hinted region surrounded by shint and sunhint incurs an initial, compulsory
misprediction for each accessor in the region that hits the hint buffer, this compulsory
misprediction is repeated for each iteration in the outer TCR loop, causing a relatively
higher misprediction rate.

6.2.2 Hardware Overhead

The main hardware overhead of STTHint and SSMR comes from storing hints. SSMR
incorporates a Speculation-Safe Region Buffer (SRB), which takes 45 entries [16], each
of which contains four 64-bit virtual addresses, and a valid bit [55]. This introduces
11,565 flip-flops (a flip-flop is a digital circuit storing a single bit [30]). Since an SRB
look-up conducts a data address bounds check and also a PC bounds check, we suspect
that the comparator overhead is also greater in SSMR. In contrast, our hint buffer has
16 entries, each holding just two 48-bit virtual addresses and a valid bit. We use 48-
bit virtual addresses to save space, since modern operating systems leaves the upper
16 bits unused [15]. Thus, STTHint only takes 1,552 flip-flops; also counting the hint
predictor table (1024 flip-flops), we introduce only 2,576 flip-flops of storage overhead.
This approximately reduces the storage overhead of SSMR by 77.73%.
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6.2.3 Hint Counts

The core insight from Chapter 4 is that only a small number of hints are needed to
accelerate STT. To show that this insight holds, we present the number of dynamic
shint and sunhint instructions executed over each GAP benchmark in Table 6.3.

Table 6.3: Number of shint and sunhint instructions per GAP benchmark.

bc bfs cc cc_sv pr pr_spmv sssp tc

shint 10 7 5 5 3 3 1,048,584 3
sunhint 15 17 7 7 5 5 1,048,583 5

Most workloads have just a few shint and sunhint instructions, except sssp. This is
caused by the nested TCR described in Section 6.2.1. However, given that our sssp
experiments executed 174, 828, 698 instructions in total, the performance impact of ap-
proximately 1 million sunhint instructions is low.

6.2.4 Cache Capacity

We also experiment with various L1 and L2 cache capacities; the results are shown in
Figure 6.4. We find that the performance costs of STT and STTHint remains similar
regardless of cache capacities, and we expect the reduction in STT performance costs to
persist across many configurations of the memory subsystem.

Comparing STT and STTHint performance over GAP workloads

100 given various cache configurations

. STT
mmm STTHint

80

60

Average performance degradation of STT and STTHint over GAP benchmarks

A (16, 128) B (32, 256) C (64,512) D (128, 1024)
Cache configuration

Figure 6.3: Average performance cost of STT and STTHint over GAP benchmarks and
various cache configurations. Each pair (L, Ly) denotes L1, L2 cache capac-
ities in kilobytes.
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6.2.5 000 Engine

We also vary the ROB size, dispatch and issue width (maximum number of instructions
that can be dispatched/issued in one cycle), which are parameters more relevant to the
mechanism of STT and STTHint. We find that that the performance degradation of
both STT and STTHint increases as the ROB size and the dispatch/issue width increase.
These results are shown in Figure 6.4.

Comparing STT and STTHint performance over GAP workloads
given various 00O window configurations

=
o
S

. STT
mmm STTHint

80

Average performance degradation of STT and STTHint over GAP benchmarks

A(32,1) B (64, 2) C (128, 4) D (256, 6) E (512, 8)
ROB size, dispatch/issue width

Figure 6.4: Average performance costs of STT and STTHint over GAP benchmarks, and
various ROB sizes and dispatch/issue bandwidths. Each pair (r,d) denotes
a configuration with ROB size of r entries, and a dispatch width and issue
width both set to d. Configuration C is our original configuration in Ta-
ble 6.1.

This trend is expected. A more powerful OoO engine implies deeper speculative exe-
cution, and thus incurs more STT stalls. Our configuration E is closer to OoO engines
used in more powerful, contemporary Intel designs such as the Golden Cove [56]. Al-
though this trend also applies to STTHint, STTHint’s reduction in STT performance
degradation remains high at 93 — 97% across all configurations. Thus, we find that
the relevance to accelerate STT through software-hinting becomes more significant as
modern processors use more powerful OoO engines.

6.2.6 PARSEC Case Study

For STT, figure 4.4 shows that the most performance-degrading PARSEC workload is
ferret, with a performance degradation of 48.84%. We insert hints into the ferret
source code, and run it over STTHint. We find that STTHint incurs a performance
degradation of 15.07%, a reduction of STT performance costs by 69.14%. Out of the
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3 billion instructions executed, 934,344 of them were shint instructions and 821, 306
were sunhint instructions. The hint predictor has made approximately 646.66 million
predictors, out of which only approximately 3.46 million instructions were mispredicted.
Thus, the misprediction rate is approximately 0.54%.

Figure 6.5 compares the ferret blame stacks and distributions under STT and STTHint.
The stacks show that hinting is effective over many instructions on the stack, but
a few high-contributing instructions still remain on the STTHint stack. This is fur-
ther illustrated by the blame distributions: costly TCRs (those with lower instruction
addresses) have been effectively neutralised, while TCRs in higher addresses remain
performance-degrading. Inspecting the disassembly shows that the remaining instruc-
tions are compiler-generated pop and leave instructions used to restore the a caller
function’s base pointer. Since the memory objects holding these base pointer values are
compiler-generated, they are invisible to the high-level C++ programmer. Therefore, the
ferret case study further motivates future work to extend STTHint by allowing hints
to be inserted at a lower level (see Chapter 7), such as within the compiler backend.

6.2.7 Hint Insertion Example

Figure 6.6 shows a modified function from the cc_sv source code, with hints inserted
around a costly TCR to reduce STT performance degradation. The problematic mem-
ory object is comp, which is frequently accessed within the TCR. The object comp is a
list implemented internally as a dynamically sized array. The shint_pvector helper
function hints the internal array and re-hinted whenever the array is resized. The
shint_object function hints the C++ object comp itself. At the end of the TCR,
analogous sunhint_pvector and sunhint object are called to unhint comp.
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pv

ector<NodeID> ShiloachVishkin(const Graph &g) {
pvector<NodeID> comp(g.num_nodes ());

// Hinting comp, a problematic memory object:
shint_object (comp);
comp.shint_pvector ();

#pragma omp parallel for
for (NodeID n=0; n < g.num_nodes (); n++)
comp[n] = n;
bool change = true;
int num_iter = O0;
while (change) {
change = false;
num_iter++;
#pragma omp parallel for
for (NodeID u=0; u < g.num_nodes (); u++) {
for (NodeID v : g.out_neigh(u)) {
NodeID comp_u = comp[ul;
NodeID comp_v = compl[v];

if (comp_u == comp_v) continue;
NodeID high_comp = comp_u > comp_v 7 comp_u : cCOmp_vV;
NodeID low_comp = comp_u + (comp_v - high_comp);
if (high_comp == complhigh_compl) {
change = true;
comp [high_comp] = low_comp;
}

}
#pragma omp parallel for
for (NodeID n=0; n < g.num_nodes (); n++) {
while (comp([n] != complcomp[n]]) {
comp[n] = comp[comp[n]];

}

// Unhinting comp after the TCR.
comp.sunhint_pvector ();
sunhint_object (comp) ;

cout << "Shiloach-Vishkin took " << num_iter << " iterations" << endl;
return comp;
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Chapter 7

Conclusion and Future Work

This section discusses some limitations of our work, and further considerations to make
STTHint practical. We then conclude this report with a summary of our main contri-
butions.

7.1 Future Work

This section discusses limitations to STTHint, which motivates future works to address
for practical adoption of STTHint.

7.1.1 Programmer Responsibility

Our main contributions are our analysis into STT (Chapter 4) and the STTHint mech-
anism itself. Our goal is to show that a lightweight hardware mechanism with a simple
software interface enables effective hinting. Thus, we do not provide a compiler to au-
tomate this process, as its design lies outside of our goal.

Currently, STTHint requires manual, source-level insertion of custom instructions, where
existing approaches [16, 17] automate this process using compiler passes. Many memory
objects and their bounds are largely unavailable at the source level. For example, the
adjacency of local variables and compiler-generated memory objects are only visible in
low-level compiler passes. Given that most major applications are written in high-level
languages like C, this limits STTHint. Thus, we would like to motivate future work
to automate hint placements, driven by the insights discussed in Chapter 4. Detecting
TCRs may involve a static analysis into the dependency chains between instructions
to detect access-transmit sequences, identifying loop structures, and estimating branch
criticality. shint and sunhint instructions may then be inserted around the detected
TCRs.

33



7 Conclusion and Future Work

7.1.2 Operating System Considerations

Modern operating systems (OS) virtualise compute and memory resources. Doing so
exposes important problems to address. Firstly, the hint buffer holds virtual addresses.
Keeping hints in the buffer across a context switch is erroneous, as stale hints remaining
in the buffer unprotects parts of the address space of the new process. An easy approach
is to invalidate all entries in the hint buffer on a context switch, as proposed in SSMR [16].
However, this implies that an expensive process executing a time-consuming TCR will
only enjoy the benefits of STTHint over a single timeslice, since the shint instructions
are not re-executed when the OS switches back. Alternatively, the kernel may keep track
of hints each process owns. On a context switch, the kernel will then save the hints to
memory, and load in the new hints. Doing so introduces higher memory use and worsens
context switch overhead. However, this approach might be feasible, as our Hint Buffer
is small, and context switches are already expensive. A bolder approach is to store our
hints in kernel memory, and make the Hint Buffer a cache. This may require shint
and sunhint to become system calls as a compromise. Doing so has the advantage of
security checks on hinting shared pages, where for instance, an attacker may exploit the
fact that kernel memory is mapped to the user space, and a malicious programmer can
hint the entire kernel region to unprotect it from Spectre attacks.

7.2 Conclusion

In this work, we provide an analytical and experimental assessment of STT. We find
that STT incurs a high performance degradation, averaging 47.22% over GAP work-
loads. We find that most STT stalls concentrate in a small number of TCRs, which
are loops dispatching many access-transmit sequences and slow-to-resolve branches into
the ROB. Our analysis motivates STTHint, our novel mechanism to accelerate STT by
hinting safe memory objects to the hardware, enabling smooth speculative execution for
a large number of instructions in TCRs. With correct hinting, STTHint reduces STT’s
performance degradation over GAP workloads from 47.22% to 2.80%, and over ferret
from 48.84% to 15.07%. STTHint also remains as secure and efficient as STT when
executing legacy code or dynamically linked libraries without hints. Our lightweight
hint predictor and hint buffer require 77.73% less storage than SSMR’s Speculation-Safe
Region Buffer. Finally, we hope that our insights could motivate future research on
automatic hint placements and integration into modern operating systems, paving the
way for a practical adoption of STTHint.
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